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High-quality Rendering of Quartic Spline Surfaces
on the GPU
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Abstract—We present a novel GPU-based algorithm for high-
quality rendering of bivariate spline surfaces. An essential dif-
ference to the known methods for rendering graph surfaces is
that we use quartic smooth splines on triangulations rather than
triangular meshes. Our rendering approach is direct since we
do not use an intermediate tessellation but rather compute ray-
surface intersections (by solving quartic equations numerically)
as well as surface normals (by using Bernstein-&zier techniques)
for Phong illumination on the GPU. Inaccurate shading and arti-
facts appearing for triangular tesselated surfaces are complelg
avoided. Level of detail is automatic since all computations are
done on a per fragment basis. We compare three different (quagi-
interpolating schemes for uniformly sampled gridded data, which
differ in the smoothness and the approximation properties of
the splines. The results show that our hardware based renderer
leads to visualizations (including texturing, multiple light sources,
environment mapping, etc.) of highest quality.

Index Terms—graph surfaces, spline approximation, GPU-
based renderng, raytracing

. INTRODUCTION

through the terrain, the resolution is permanently adaptttbut
causing cracking problems and satisfying interactive &aates
thereby providing uniformity with respect to projected ari@
screen space for all triangles.

To improve the visual quality and the performance of tridagu
mesh rendering, popping artifacts are avoided by smootidbig
(geomorphs) and sophisticated culling methods removes pdrt
the scene not visible to the user. Moreover, prefetching and
streaming techniques are required for out-of-core viga&bn
[29], [11] to avoid stalls, for example due to disc latenayés.

All these optimization methods constantly work on the data,
requiring a huge amount of implementation. Despite of these
sophisticated algorithms, on the other hand, it is also kntvat
rendering of piecewise linear splines often leads to posults.
Sometimes severe artifacts in shading and silhouettesisitdev
even at the nest level of detail. This is mainly due to the use
of planar triangles with fast but inaccurate illuminatiang. by
Gouraud shading). On the other hand, piecewise linear explin
are often the models of choice (even when representing durve
surfaces) because triangles are standard primitives f&/sGP

Rendering images of high visual quality is one of the central For more accurate curved surface representations such as

issues in Computer Graphics and Scienti c VisualizatiomeT

splines of higher polynomial degree the standard rendering

increasing interest in such techniques mainly comes froen tepproaches [36], [20], [47] often lead to visible artifadts
fact that this can be considered the key technology requiredcoarse triangular tessellations. These can be reducedobuien

the various elds of application. Examples are photo réalis
rendering based on raytracing [32] and visualization ofdar

completely avoided by using exact values and normals of the
splines [45]. On the other hand, ne tessellations (obtdifrem

scale terrain models [24]. The vast literature shows thatetis view dependent subdivisions [16], [50]) where the size ohyna

no universal method for rendering and that the methods dkpen
the type of images (photorealistic or not), the type of aggtions

primitives can be close or within the pixel resolution sigantly
reduces the rendering performance (independent from tte fa

they are suitable for, as well as the models used for visudiat current graphics hardware is de nitely able to dealhwit

ization. In this work, we investigate high quality rendeyifor
graph surfaces, i.e. continuous scalar functions de neglanar

huge amounts of rendering primitives). These observatarnes
illustrated and further explained in gures 2 and 3.

domains. Having the various applications in mind (geogi@ph The goal and main contribution of the present work is a uni ed
information systems, image and digital height map synthesia framework for GPU-assisted high-quality rendering of biate

oor inspection systems, ight simulation, etc.), we deopl a
novel hardware-accelerated rendering framework basethooth
bivariate splines. We make use of exible shader prograngnain
the graphics processing unit (GPU). Terrain renderingsionbd
with our method are depicted in gure 1.

For rendering graph surfaces the usual models are linear

continuous splines, i.e. piecewise linear polynomialsrae with
respect to planar triangulations [39], [15]. The corregfing
surfaces are triangular meshes. The structure of lineamespls

well understood, for instance they can easily be used totlgxac

interpolate (a subset of) the data. Their simplicity is thason
why algorithms for different purposes are often straigivfard.

On the other hand, to cope with the vast amount of data apyeari

in applications like large-scale terrain visualizatiomangle-based
methods require view-dependent level of detail technicoaimly

using certain adaptive, pseudo-uniform triangulationsmetimes
involving the GPU [15], [24], [31], [39]. While the user naétes

spline surfaces. We choose triangular quartic splines [[4],
[10], due to their superior approximation properties coradao

tensor products and piecewise linear representations [44],

[28]. In particular, we make the following contributions:

We present three local constructions for quartic spline sur
faces from a set ofletermining pointssatisfying different
orders of continuity.

The individual patches are rendered by a GPU-friendly ray-
shooting approach making use of vector calculations for ray
surface intersection. This method is based on blossoming
[17], [41] and Newton iteration on convex curve segments.
We describe a simple culling method based on non-
overlapping sets of rendering primitives for parallel rerd

ing of large surface models on the GPU.

We compare the quality of our three schemes with the
rendering of triangle meshes using the same number of
determining points.
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Fig. 1. Terrain visualization of Kluane National Park in Yark Territory, Canada, based on oﬁ}f—spline construction. Sophisticated rendering effecky,(s
clouds, re ected sun, etc.) are obtained from deferred ghgd

Fig. 2. A bicubic Ezier patch together with its control points (top) and the
control points used for this rendering aftérsubdivision steps (left). Coarser
quadrilateral tessellations lead to visible artifactsghit: 2 subdivision steps)

Fig. 3. Coarse tessellations of smooth splines often leaddible artifacts
) (left), while quality renderings (right) with many triareg (bottom) reduce
Our results clearly show that our spline surfaces de netle rendering performance.

by a minimal set of determining points (i.e. roughly spegkin

a particular type of control point) provide superior rendgr

quality compared to triangle meshes in terms of surface atsm

re ection lines, and approximation of high-frequency distarhe The remainder of the paper is structured as follows. In the ne
strength of our GPU-based framework is interactive remgeat two sections we summarize related work and review the basics
highest quality and full resolution of large-scale data BledA quartic splines, respectively. Sections 4—-8 contain thie contri-
limitation of our method is that we cannot compete yet witinie  butions of our work: The local spline constructions, GPlg+idly
rates obtained by triangle-based view-dependent rerglength- ray shooting, our speci ¢ rendering primitives, occlusioulling,
ods like [24]. Considering the further development of giaph and illumination. Results comparing our approach with gigise
hardware, however, our method remains interactive for data linear representations are provided in section 9, followgda
of increasing size. concluding discussion.
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Il. RELATED WORK Bivariate splines are piecewise polynomials of higher degr

Since 2001 freely programmable vertex- and fragment-gisadd® Ned with respect to tessellations in the plane [9], [Z8&]r sim-
have been employed, dropping many of the previously stn’hgeO"C'ty and comp.arabllllty, in our rst prototype implemeaiton,
requirements, such as the restrictive choice of geometita-p W€ choose quartic splines [2], [14], [10] de ned on a plaryet1
itives and the need of a discrete representation of the aurfdriangulation . We note that variants and further developments of
to be rendered. On the other hand, the current literature -GPR} @PProach can be applied in different and more generaiget
rendering offers only simple polynomial rendering prives such 25 i [34], [27], [33]. For maximal isotropy, the tessetati
as quadratic polynomials [7], bicubic patches [37]. Obsigy IS composed of equHatergI trlar!gles. Alternatively, th@dgs
these primitives provide a much higher rendering qualitgnth transformed such that pairs of triangles form squares. Waig
the standard surface tessellations. However, it is alsovrthat &S0 biquadratic spline surfaces (i.e. spe@dl quartics, tensor
a single polynomial can not approximate the huge amount Bfoduct splines, see [4]) are exactly represented by thes mor
data given in most applications. Therefore the developnoént general tr|ahgular model. o ) )
ef cient approximation and rendering methods based omegli ~We consider three (quasi-)interpolation schemes generai

(i.e. piecewise polynomials satisfying smoothness céon) is 9e0ometric non-discrete spline models of the given unifomput
an important topic. data. They differ in the smoothness of the splines, thewristecal

Implicit surfaces (isosurfaces) of low-degree trivariptdyno- aPProximation properties, and the number of polynomiatese
mials are also used [30], [43], [46], [25] on the GPU. Com;jareneede‘j to apprquate xed data _sets. A common feature of the
to bivariate spline surfaces, the ray-surface intersaciigth (hree schemes is that these agaltime approximation methods
isosurfaces is simpler, since the parametric ray can betatse N the sense that the splines are computed quickly even fge hu
into the implicit form providing a single equation that isrge data Sets consisting of up to millions of points. Besidesnpa
at the intersection points. A disadvantage of implicit aoels is @PProach for interpolating® qulartlc. splines, we use a recent
that their representation is volumetric and usually reggi vast aPProximation scheme [45] faZ--splines and we found a local
amount of storage for the coef cients. mask facilitating simple implementation of @ construction

Piecewise linear representations are the current starfdard KNOWn as quartic box splines [38], [13]. Since the polyndmia
view-dependent rendering of large surface models, for glam degree and the underlying triangulation are x, we are able t
see [39], [31], [24] and references therein. Displacemeapsn prov@e a deta|lled comparative study pf the visual appearaf
can be stored in texture memory and linearly interpolated fd€ different spline models rendered with our GPU-basedouet
rendering [22]. To obtain the impression of smooth surfaces
shading methods are used. Advanced representations like PN
triangles [40], [47] provide continuous normal vectorstthae
not consistent with the surface representation, howeves.rmore Before we describe our algorithm we review some basics on
accurate raytracing methods for photorealistic rendepimgpd on splines. For =0;1;2, we consideiquartic bivariateC splines
spline surfaces, for example see [32], [8], are rather cernphd on bounded planar domains tessellated by a regular triangular

1. QUARTIC SPLINES AND BB-FORM

have not been fully adapted to the GPU, yet. mesh  (type-1 triangulation), i.e. splines contained in
In the scope of raytracing, there exists some recent work )
exploiting SIMD instructions on the CPU for real-time reridg S,()= fs2C (): sjtr2P48T2 g @)

[18], [26]. Recent approaches also address the mathemtic%vhere Pa =spaixiyl : iij 0 i+ 4g denotes thel5-
exact raytracing of free-form surfaces [3], [1]. For a nicevey of . . o .

the developments randing from raviracing on PC clustersuidsy dimensional space afuartic bivariate polynomialgtotal degree
GPU-specipc algorithn?s \?ve refer {0 [49] 9[48] is four) andC () is the set of -times continuously differentiable

] . L unctions on . It is well known that each spline 2 S,()
GPU-based |mplem_entat|ons of SUdeYISIOﬂ "e.”‘e's [51] [4 an be written in its piecewisBernstein-Bzier-form (BB-form)
rely on the computation of ne tessellations being close to

limit surface, while the literature [6], [19] also shows thaesh &f' [12], [16], [36]), i.e. for every triangll = [vo;vi;va] of

. . . h
re nement and adaptive tessellation for advanced surféasgay we have X
are not straightforward to perform on the GPU. Our approash h sit = b= bk Bij ; ©)
the advantage that the resulting display images do not depen i+]+k=4

a xed sampling pattern applied to the surfaces; for instaac o

zoom just raises the local sampling density. Renderingstiondy whereBjj = Bk (u;v;w) = 41 =(ilj Ik!) u'v/ wKk 2P i+j+
depend on the required number of fragments and are independe= 4; are thequartic Bernstein polynomialsith u = u(x;y),

of the part of the surface to be visualized. Thus our hardwave= v(x;y), w = w(x;y) being thebarycentric coordinatesvith
based rendering leads to a natural and completely automagspect tor. TheBB-coef cientsyy, of s are theBézier ordinates
level of detail. An essential difference to the previous kvar at the points jc = (ivo+jvi+ kvz)=4in T (see gure 5),
[7], [37], [30] is that we deal with splines here, i.e. for nonand the union of these points over all triangles builds theoe
trivial surfaces composed of huge numbers of polynomiatgge domain points

connected by smoothness conditions which have to be vimehli Due to their relatively low degree (compared to total degree
simultaneously. In order to speed up the rendering in thispdex six of standard bicubic patches required to obtain for examp
situation, we perform culling by introducing a new type aftval C2-smoothness), the BB-form of the splines fr@p() offers
geometry and develop a method involving an appropriatawdést several advantages including the ef cient evaluation sfvialues
coding to deal with the dif culty of occlusion appearing forand derivatives at any poini = (u;v;w) in by applying
curved surfaces. de Casteljau's(and related) algorithms, which are based on
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Fig. 4. Patch layout for the splineS$, S} and SZ, respectively. The red

points represent the data locations. Tﬁé-construction uses by far more

patches than the other two spline models.
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Fig. 5. Four types of domain points appear up to symmaeitryat a vertex
of ), e (at a midpoint of an edge of ), andu (betweerv and e points),

z (inside a triangle of ).

successive linear interpolation of the BB-coef cients:

hrjk = b|r+11;j;k tv l%r;j J}l;k tw blr;j;k1+1; r=1 4

3)
wherebf, = by , andb(u;v;w) = kg is the value ob= Sjr
at(x;y).

. Our algorithm reads the elevation matrix into a texture and
computes the BB-coef cients for the different quasi-iptelating
spline surfaces. These are stored in a second texture (fer lo
and mid-sized data) or computed on the y (for large-scal@ada
sets). We note that the number of coef cients is much larger
than the number of determining elevation values (exceptter
c%-construction, see gure 4). For ray-surface intersetioe
determine bounding volumes and use them together with the BB
coef cients of the contained patches as virtual geometri)(V
Within these VGs univariate spline segments along the prege
rays are ef ciently determined by an application lsibssoming
The zero crossings of these functions are found by a vector
implementation of Newton iteration using four secure sigrt
points. We proceed by discussing the method with focus on GPU
implementation speci ¢ detalils.

We investigate three (quasi-)interpolation methods based
bivariate splines in (1). Our basic principle of determgithe
splines from the given data coincides for the three apprsch
The splines differ concerning the prescribed smoothnesem-
plexity of construction, approximation properties, andnfer of
polynomial pieces needed to approximate a xed data seeita/
planar grid of data sitesj 2 and corresponding height values
fij uniformly distributed on the triangles of, each of thel5
BB-coefcients b in (2) of an approximating spline 2 S, ()
associated with a domain point=jc is uniquely determined
as a weighted sum of a local portion of the data, i.e.

X

b = (4)

Vi fij s
Xijj 2U
whereU is a small subset of the data being close t@and
I'j are xed masks weighting the determining valugg at
xj 2 U . This quasi-interpolation approach leads realtime
spline reconstructionssince the polynomial pieces of are
immediately available from the data by just setting the BB-

Since the intermediate point§, are obtained by repeatedcoef cients. In particular, no intermediate computatiossch

linear interpolation based om = (u;v;w), they are more
completely de ned in blossoming (polar form) notation [1[&1],
as

hrjk [u<r> I
whereu<> stands foii repetitions of the argument Obviously
the blossom is more general than de Casteljau's algoritimaes

i+j+k=4

as proper derivative estimation, matrix inversion, or @sadj
certain locally supported spanning splines are necesbiznyce,
the calculation of coef cients for rendering scales lingawith
the number of determining points and can be calculated gurin
rendering stage for large-scale data sets.

Figure 5 illustrates that up to symmetry there are four e
types of domain points denoted lyy (at the vertices of ) e,

different linear weightss can be chosen in the individual stepsimidpoint of edges of ) u, (midpoint of v ande), andz (in
Due to symmetry, the order of the arguments does not have @8 interior of the triangles of ). Hence, to describe the spline

impact. We use blossoming later for ray-surface intersacti

operators it sufces to use masks for the weights in (4)

The Bernstein-Bzier techniquesdescribed above are well getermining the BB-coef cients of the splines associateithw

known in Computer Aided Geometric Desigmd can be found
in [16] (and the references therein). Details on the sinitpliof
smoothness conditions for splines in BB-form orcan be found
in [45].

IV. SPLINE MODELS FOR UNIFORMZ2.5D DATA

The following four sections contain the contribution of oufor

these four types of domain points. For splines of smoothness
= 0;1, and 2, these masks are given in gures 6, 7, and

8, respectively. For = 0, the setU has only points from a

triangleT containing and there is a 1:1-correspondence between

determining points and BB-coef cients. For smooth splintgse

triangular patches are smaller, containing 10 and 3 domaiimt$

=1 and =2, respectively (see gure 4). Due to continuity

work. First, we describe three approaches for reconsticticonstraints, the masks are larger, but still restricted tm@st six

splines of different smoothness from discrete 2.5D dats. Jéte
input for our quasi-interpolation spline methods are dieva
values at points uniformly distributed on the triangles of A

triangles of having a common vertex witf .
The simple scheme shown in gure 6 corresponds to splines
from SJ() which interpolate at all the domain points in Here,

common feature of the proposed spline methods is that thew choose such that the data siteg coincide with the domain

are local, i.e. only a small subset of the data is required

pwints. The scheme was obtained by inverting the correspgnd

compute the BB-coef cients of the splines on each triangle d5 15 matrix with interpolation constraints (once and forever).
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Fig. 6. Masks of the interpolatin@ °-scheme (multiplied by 36). There is
8 41 10 1

a l:1-correspondence between determining points aezieB points.

e-mask z-mask

Fig. 8. Masks of the approximatin@2-scheme (multiplied by 24). The
determining points are associated with triangle corners.

different to this procedure and does not involve box splypeet
functions. Furthermore we show here for the rst time thahgs
u-mask the ideas of [45] enables the description of the operatoitHer
C? quartics in the simple form illustrated in gure 8, facilitag
our implementation of this spline method. Also note thatalisu
smooth schemes require an appropriate treatment at thedboun
ary @ of . Although we are aware that more sophisticated
(boundary) schemes can be applied [45], our implementaises

a simple solution involving some additional values (covgrone
layer of patches) close t@ such that the same masks can be
9 9 applied at the boundary.

e-mask 7-mask For a xed data set the number of BB-patches necessary for
representing the splines increases with the smoothnessh vigh
Fig. 7. Masks of the guasi-interpolatirg*-scheme (multiplied by 48). Due natral because additional conditions eliminate certagrees of
to the C1-constraints, the number of determinimg points is lowemtttiae L . L L
number of Bzier points. freedom. On the other hand, it might be a bit surprising bun is
fact an advantage that o@* scheme is much more local than
the C? scheme. A rough estimate shows us t8%¢) has about
7 twice the number of free BB-coef cients compared wBi() ,
while compared witts3() this number is even abouB times
darger. Considering the number of patches involved at nueti
the number increases by the small factor of abbét for C*
splines compared witlc® splines, while theC! method is by
far more memory ef cient than the? approach (factor is about
9). Our results (see section 1X) show that the né& scheme
is often a good compromise between smoothness and accuracy,
since the number of BB-coef cients (needed on the run) is/onl
about50 percent larger than the number of given values, while
simultaneously, for xed numbers of quartic patches theeals
of C? smoothness results in much closer approximations. The
latter expectation is connected to the theoretical fadt tthaC
(quasi-)interpolating splines yield approximation order if
2 f 0; 1g, while this order is two, if = 2 (according to our
numerical tests).

The more sophisticated scheme &ji() illustrated in gure
has been developed recently (for details on its derivatiahthe
mathematical background, we refer to [45]). Here, we chaos
slightly ner version of  such that the data siteg; coincide
with the domain points of piecewise cubic polynomials. Otse
that here only the values at the vertices ofare interpolated,
while the values associated with the remaining domain paing
approximated.

The third scheme is based &() , see gure 8. Here,
we need to use a much ner version of such that the data
sites xjj coincide with the vertices of . We determine this
scheme as follows. First, we explicitly compute ##egpolynomial
pieces of the quarti€? box-spline [38], [9], [13] in BB-form by
using the smoothness conditions [16]. This is done by sgttie
coef cient located atxgp to one and by exploiting symmetry and
C?-constraints to calculate the remaining BB-coef cients the
two adjacent stencils2¢ triangles). Due tac? continuity at the A qualitative comparison between the three quasi-interul
support boundary, the outer two rings of coef cients areozerschemes is provided in gure 9, also supporting that &je
The inner coef cients are then uniquely determined. Once tfronstruction is more accurate th&j (since this scheme usees
BB-coef cients for a quartic box spline are obtained, thitern non-negative masks smoothing the data). On the other tgind,
is translated to all remaining sites; and re-sampled to obtain does not exhibit the visual artifacts we observeSr It should be
the contributions of local box-spline functions to the indual noted that the quasi-interpolating spline models can aésased
v-, u-, e-, and z-vertices, according to (4). For this schemefor interpolation, based on a global system of equationsceSi
unfortunately, none of the given values can be interpolated  this would result in much greater computation times and also

We emphasize that the above approactsih) is completely compromise surface fairness, we do not encourage inteipola
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Fig. 9. Comparison of the three quasi-interpolating sche,rﬁé (left), Si (middle), andS} (right). The images in the lower row also show the control net
of determining points (except for boundaries WhSﬂeand S} use additional constraints). In terms of accuracy and fess theSi-construction is certainly

preferred for most applications.

Fig. 10. Virtual geometries and encoding of the parametaendin of two
adjacent polynomial pieces. Shown is a rotated scene ingjuthe viewing
ray, the projected ray, the parameter encoding, the resgltintersection
parameters and the outline of the geometries.

V. GPU-BASED RAY-SURFACEINTERSECTION

d:= bz[ulul] u u;

(VKN ’i —
—
Uz

Uo 1

\.

Uz Uz &
~a U, B'l' f % 2
— o
\LLZ U2C3

\.
e = PP[usuy] C4

Fig. 11. Blossom scheme used to determine the BB-coefcignof the
quartic univariate polynomiabjj,, .y ,]-

overlapping polynomial pieces (see section VII).

To perform the process of ray-surface intersection, we embe
the polynomial pieced = sjt; T 2 , into virtual geometries
(VGs) being prisms (see gure 10). Here, we exploit ttmnvex
hull property of the BB-form (2) and use the largest and small-
est BB-coef cient of two polynomials on neighboring trideg.
These prisms are rendered into a buffer in front to back owaer

For rendering the spline surfaces, we use a ray-shootiigcount for thesarly ray-terminatiorby means og-buffertesting.
approach on the GPU, determining for each fragment the rkor every fragment whose corresponding ray hits a prism, we
intersection point of a viewing ray with the surface. To disth check whether the ray intersects with the embedded polyadomi
we project the viewing ray orthogonally on the planar domaipieces. In case of an intersection, we determine the fragaodor

of the surfaces and sort the polynomial pieces with respdet illumination, texture, and environment mapping as descr
to the (projected) viewing direction. Since multiple pashcan in section VIII; otherwise the fragment is discarded.
be GPU-rendered in parallel, as a part of our implementation In our algorithm, the intersection of the viewing ray with a
we developed an approach for determining large sets of ngmelynomial pieceb= sjr of a splines2S,() in BB-form (2)
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is performed as follows. Using the line segmemif the projected correct up to oating point precision. In pseudo-code, oWl
ray determined by the projected entry and exit point of thenplementation reads:

viewing ray Wlt.h the embedd!ng prism, we rst pomputg PrOPeL| st wo = 1st inflection point

intersection pointsi; anduz with @Tin barycentric coordinates. ¢4t wi = 2nd inflection point // wo<= wil
Note that, if * is nearly orthogonal to the intersection is jf wo not in (0, 1)

trivial. Then, we determine the BB-form of the univariateadic wo = 1/3
polynomialc = bj,,.,,] along the projected ray. An elegant wayif wl not in (0, 1)
of nding the BB-coef cients ¢ of c is via blossoming17], i.e. wl = 2/3
6 = Bui® Pu ) i=o0; 4 (5) vector x0 = (0, w0, wl, 1)
for (i=0; i<6; i++)
wherel [ ] denotes the blossom (polar form) [41] bfbased X_i+1 = x_i F(x_i)/F'(x_i)

onr linear interpolation steps) and™ stands fori repetitions )
of the argumenti. Figure 11 illustrates that only a few steps offom x.n choose smallest component in [0, 1].
de Casteljau's algorithm are needed to determine the BB+for

of c. More precisely, if we assume thaty = (0;ty;u1) and o o 10epraic methods. A fast implementation also used bypLoo
Uz = (52;0;u2), We rst evaluate the blossoms:= B’[us;ui] - ong glin [30] is the Ferrari method described in [21]. Due
ande := PZ[”Z;”?]' This corresponds to a a double step of dg, 5 \\ymber of branches and root calculations (these are also
Casteljau's algorithm: performed iteratively in hardware) we found that our method

dik = t2 Bij 42k +2 U1 t1 By 41 ke1 + u? bk +2 is simpler and has at least the same ef ciency for degree four
polynomials.

In alternative to Newton iteration, the roots can be detrehi

2 2 )
€k = S2 B2k +2 S2 U2 Bag gk +1 + U2 Bk +2
fori+ j + k =2. From these two intermediate blossoms, the V&,

BB-coef cients ¢; are then derived by some further de Casteljau . )
steps with different combinations aof; anduy, as depicted in  In contrast to planar triangles, the rendering of our paiche

V IRTUAL GEOMETRIES ASGPU RENDERING PRIMITIVES

gure 11: takes more computation time and therefore should not be
) 5 performed sequentially. A straight-forward GPU-implertagion
Co = 11 dogo +2Uy t1 do1a + UT dooz; would simply rasterize one patch at a time and render thehdept
Cc1 = t1 sp d110 + t1 U2 dp11 + U1 Sp dio1 + U1 U2 dooz: values into thez-buffer for occlusion culling. For large data
Co = 3 dogo +252 Uy dio1 + U3 doop: sets, multiple patches need to be rasterized in paralla;hnis

done by de ning independent sets of virtual geometries (VGs
) 5 In a previous work, we described VGs conceptually for remder

Cs = S €200 +2S2 U2 €101 + U2 €002: bicubic surfaces on the GPU [37]. We now extend this concept
(7)  to the requirements of rendering spline surfaces with greszts

On the GPU, these calculations can be parallelized, sincenge of VGs. _ ) _
with up to four coef cients are native data types offeringeap ~_ OUr VGs are composed of two prisms built from triangles
vector arithmetic. Bj andT; as footprint, see gure 10. The actual origins of
Potential intersections of the viewing ray with the polyriaim he encoded parametric domains of two associated triargjes
pieceb = sjr are located on the curve Hence we proceed and T; are Iocate'd at thg vertices opposite to the (?ommon
by calculating the solutions of the quartic equation ofedin face/edge. For equilateral triangles an af ne shear waqvigdes
from subtracting the linear ray frone. To do this, we use @ Square foot print of the prism. The distinction between the
the observation thaNewton iterationis guaranteed to nd the tiangle typesBj (bottom) andT; (top) derives from the fact
existing zeroes of convex curve segments when starting frdfiftt for interpolation the control point names are mirroxed
their endpoints. Hence, we take the two boundary points hed 1€ common edge to unify the parameter naming. The parameter
(at most) two in ection points as secure starting points fiois domain for each pgtch is then codled. into the red and greem colo
iteration. With a xed number of iterations (we found empally ~channel, the function value domain into the blue one. Sihee t
that applying5 iterations is suf ciently accurate to avoid visible €°l0r channels have values from the interf@l1] only, we scale
artifacts, while 6 iterations result in full oating pointcauracy), the BB-coefcients of the splines, accordingly. The re-scaling
we perform these computations simultaneously on the GPiyusiS Performed automatically by choosing a prism of appragpria

C3 = t1 S2 €110+ t1 U2 €011 + U1 S2 €101 + U1 U2 €p02;

vector arithmetic, i.e. size/height.
The rendering process consists of two passes, usingdfer
i1 = % c(i) i % =(0;!0;!1;1); to generate the entrance and exit parameters of the rayispoo
i) process via front-face and back-face culling, respectissk note

where ! o;! 1 denote the inection points if these points arethat it is also possible to implement this in one pass neajng
located in[0; 1] (otherwise, we use the default valuésand % the time for front-face culling. The expensive calculatiaf the
respectively). Hence, our method requires only one squartgfor  actual intersections between the spline surface piecesttand
nding the in ection points (i.e. the zeros a®y and one iterative viewing rays are attached to the second rendering pass where
vector solution from which the rst valid ray-surface insecction only pixels are processed that have valid entrance and ekxitp

is found. We emphasize that our implementation neitheesedn and may (or may not) produce intersection points. Due to this
any kind of preprocessing nor on coherence assumptionstxspuncertainty, it is desired to identify sets of non-overlagpVGs

up the intersection calculation. We determine the inte¢ises that can be rendered in parallel, as described in the nekibeec
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Our approach of steering the ray shooting process implies an
automatic level of detail (LoD) since the intersection paeters
are generated on a per fragment basis. Hence the correchpara
eter coding is automatically generated, resulting in tlspeetive
sampling density necessary for high quality visualizatiSince
our implementation currently uses 24bit RGB color valuesdde
the parameters (which is still more ef cient than oatingipb Fig- 12.  Occlusion for multiple patches.
values), this type of LoD has the limitation that the VG must n
cover more than 256 pixels per screen dimension under piajec
in order to provide a unique color for every fragment. Usiotpc
buffers with higher bit count or texture coordinates enslaléully
automatic LoD with no practical limitations. We use 24bitars,
since there are still some concepts missing in the ARB standa
like texture-coordinate buffers and the like. The switchto e.qg.
texture coordinates is straight forward, however.

VII. RENDERING SPLINES— TREATMENT OF OCCLUSION

Until now, we have delineated the rendering process for iso-
lated polynomial pieces inscribed in a triangular prism. tbe
other hand, keeping in mind that our spline surfaces may have
huge numbers of polynomial pieces, we may not use sequen
occlusion culling byz-buffering in a straight-forward way. To
parallelize the processing of our VGs on the GPU, we detegmin
sets of non-overlapping prisms (regarding their projegtiand
use front- and backface culling to determine entrance arid e,
point of a viewing ray. Hence, every pixel is associated veith
most one VG, whose patch is then tested for intersectionhén t
following we further describe this problem and our algaritio
essentially parallize large sets of occlusion tests.

ial
E% 13. Non-occluding sets generated by our algorithm.

ropose a simple yet effective grouping algorithm that laealr
Ime complexity in the the number of patches to be rendered. O
algorithm calculates independent sets of VGs (composed/of t
neighboring triangle prisms embedded inteaxe) as follows:

1) project the eye point orthogonally onto the base plane

In case that the VGs do not overlap under projection our 2) nd the voxel the projected eye point is located in
algorithm can be applied in a straight forward way in patdbe ~ 3) Clip the voxel index to the data set size
all VGs. Otherwise, if the VGs do overlap under projectio th 4) collect the voxel indices witfL ;-distance (also called
method becomes more involved since it is not possible todeeci Manhattan-distance0;:::;d, into d + 1 different sets of
visibility by inspecting the VGs only. This has to do with tfeet voxels
that a VG covering a particular fragment does not imply that t Stepsl 3 can be calculated in constant time, whereas step 4
respective patch will also cover the fragment. Another clifty, has linear time complexity which is also the case for therenti
which does not arise with at (2D) primitives, is that the desion ~ algorithm.
culling of the VG is not the rendering of the object itself.rFat An example is illustrated in gure 13. The projected eye pasn
primitives it can easily be decided which fragment is closer depicted in grey at the lower right corner of the image. Initoial
the viewer. As gure 12 depicts this decision in general aznnto the partitioned base plang the back facing parts of the overall
be done for curved objects represented by their VGs, butfanly bounding box is shown. It can be easily veri ed that the indial
the special case where a patch fragment was drawn and the $&&s of VGs are non-overlapping under projection. This is tu
in scope lies entirely behind the fragment. In this pariculase the fact, that the common line of two (diagonally) adjacemgms
the fragment (in gure 12 the dark gray patches) is skipped. is entirely visible from the view point, considering each aea

This results, especially for terrains, in a signi cant speg time. This result does not change under an af ne transforq, e
when the viewing direction is nearly horizontal, since timeast to use equilateral base triangles rather than rectangules.o
VGs will overlap some others. When the view-direction isthea  As a result of our algorithm, the VGs of the individual sets do
orthogonal, far fewer VGs overlap. Hence, fewer patches cant overlap under projection and the reduction of rendesgms
be skipped, but on the other hand the degree of parallelismigssigni cant. Assume that the domain is composed ofn?
much higher. Thus, our method automatically trades betwetfangles, which mean®(n?) render passes for the brute force
optimization strategies. Note that the above discussi@sdot implementation mentioned above. In this case, our pantitigp
state that Bzier patches cannot be combined with commaoalgorithm obviously generates at mazi different VG sets in
OpenGLobjects, but only that their visibility cannot be decidedinear time, such that the overall time complexity is essdiyt
solely on the visibility of their VGs, in general. reduced toO(n).

To resolve the dif culty of occlusion, all patches could be In order to speed up the rendering process even more, we
rendered into empty frames and combined into an accumulatdrserve that voxel sets differ from each other if and onlyh# t
frame according to their fragment depths. Although thishodt voxel of the projected eye point changes. If the index dods no
is valid and easy to implement it is extremely time consunting change the voxel sets are still valid and need not be recadput
to the fact that for every single patch the execution of mpidti (this decision needs only constant time). In this regard @lso
render passes is necessary. To reduce the number of passesot@worthy that the sets are ordered front to back by thescerfit
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gravity of their voxel elements to automatically account floe
early depth test by means of tizebuffer as mentioned above.

VIIl. T EXTURING, ENVIRONMENT MAPPING AND
ILLUMINATION

Up to now only the intersection sites were calculated neiglgc
texturing, illumination, and environment mapping. The mai
reason for this are the limited resources of the GPU namealy th
number of texture units (which is four in our implementation
tested on a nVidea GeForce 6800 graphics card). We are aware
that most recent graphics boards offer more than four textur
units, however at least 4 units have to be provided by the
hardware to comply with the current ARB standard. To overeom
these limitations and to avoid multiple unnecessary ilhetion
computations we decided to use deferred shading [35]. Tien t
intersection computation will overwrite fragments, bus thormal
computation, as well as the illumination and texturing wi#
performed only for the visible portions of the polynomiakgés,
resulting in a signi cant speed up.

When the ray-surface intersection is computed, the negessa
data to be written to the frame buffer is the local parameter
(s;t) of the intersection point between the viewing ray and the
polynomial piece denoted by its index (where zero is reskfoe
the background). The local intersection parameter is codted
the red and green channel of the frame buffer and the indetxeof tFig. 14. Comparison of visualizations based on piecewigeali splines
polynomial piece is decomposed into the blue and alpha @&anrupper row) with smooth quarti€? splines (lower row), where the number
Based on this information deferred shading is performeahdwan o_f dat_a points i§25 times_ larger fc_)r the linear splines. The triangles are
additional render pass, triggered by drawing the overalinding 'S2zed by using per pixel shading.
box of the prisms. The additional parameters passed to #esh
are the textures to be mapped (bottom and environment), ks we

as a texture composed of the polynomial piece data. The dgfa, cjoser zoom-levels (see gure 14 (middle & right)) the

for an individual polynomial piece is a vector composed @& thy ifa ot resulting from the triangle mesh become more aotem

1_5 BB-coef C|_e_nts and the/ox_ehndex(|x;|y) of the polynomlal visible, although the triangle mesh is based3600data samples,

piece. In_add!tlon, the resolution of the data@gt ry) in terms of \while the smooth spline uses oriy4 data samples, i.d.percent.

pOIVPOT]'aI plelcef IS gasged tﬁ tk}ells;hqder. The texture icaed |, 10 15, we provide a visual comparison of piecewise &ine

Ty 1s then calculated using the following equation and smooth spline surface, where we use the same (small)@rumb
Txy =((@ s+ ix)=rx; (t+ iy)=ry) (8) of data samples. The illustrations involving color codeanmal

vectors, surface illumination, and re ection lines indieathe

Examples are given in gure 1, where a satellite image wasl Usgytifacts due to triangle meshes and obviously show theavisu
as texture (data set taken from the GISMO demo "Yukon Grou'%ﬁ!:lvantages of our spline-based methods.

Fog Demo”) and in gure 18 for a synthetic data set. To caltula

Phong-illuminated models the (normalization of the) ndrma Additionally we tested the efciency of the spline methods.

It turns out that, using a 3GHz Pentium 4 CPU, within one
n=( @b @?1) (9) second, we are able to comp@e@2 10° (C* method),13:5 10°
@x @y (C' method), and19:2 10° (C° method) polynomial pieces
of the polynomial piecéb = h(x;y) of the splines as in (2) is approximating the given data. Thus, for small and mediuradsiz
needed for every fragment. The normal vector and the surfadata sets, we obtain high-quality rendering in real timetrargyth
point are obtained from a single evaluation of de Castedjauwf our method is that no pre-processing is necessary and the
algorithm [16]. splines can be passed directly to the visualization pipelifhus,
the method may also be useful for interactive spline maaipr
IX. EXAMPLES AND RESULTS and for rendering time-dependent data.

We present some tests illustrating the power of the splineln order to evaluate the approximation quality of our (gdasi
models, where we concentrate on comparative studies atinger interpolation methods based on splines, we use synthetécafa
the approximation properties, computational ef ciencpdathe different resolutions from an exponential type functiom. ithe
visual appearance. well known Franke test functiof = f (x;y) [23]. To allow a

In our rst test illustrated in gures 14 and 15, we compare th comparative study for the different underlying mesheswve use
visual appearance of the splines with conventional susfaeing data sets with a xed number of sample points, i.@. 144; i =

of samples such that the triangle mesh and the smooth splififerent spline surfaces with respectftoare computed at a set
surface are visually equivalent at a (far) zoom level. Havev of =1 10° (uniformly distributed) test sites. In table I, we
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Fig. 16. Visual comparison of the three (quasi-)interpmatsplines based on
144 samples. Left: normal vectors (color coded), right: re iect lines. From

' ) o ) T top to bottom: surfaces based @&§() , Sj() , andSZ() , respectively.
Fig. 15. Comparison of visualizations based on piecewisedli splines (left

column) with smooth quarti€? splines (right column), where the number of

data points is144. From top to bottom: color coded normal vectors, surface

fllumination and re ection lines on the surfaces. for the three different spline schemes can be summarized as
follows. First, we observe that as long as the sample sites
are sparse, th€? method gives visually very pleasing results

give the correspondingMS-error (cf. gure 18 and 16), while theC® and C' methods perform

U 1 X signi cantly worse, although their numerical accuracy isttbr.
rms = f = (s(x;y)  f(xy)? (10)  with increasing numbers of data points the advantage of the
(xy)2 method based 087() vanishes an®$() as well asS3()

to outperform this approach. Especially the amount of mgmor
consumed by thec? method is a major bottleneck. Moreover,

max = max js(x;y) f(x;y)j (11) we observe that although th@® method performs better than

Oay)2 the C* approach in terms of approximation (see table I), in most

relative to the maximal data amplitude. The results showttre applications thec® method should still be preferred, since it has a
errors of theC® and theC! schemes are signi cantly smaller asmuch better normal and re ection behavior (cf. gure 16).réaer
those for piecewise linear splines. TR&-construction exhibits tests (and our theoretical facts on the simultaneous ajppation
greater approximation errors due to the smoothing charatits of the derivatives) indicate that increasing the number atad
masks (considering the data as control points rather thefacgu points by a factor o (found empirically) thes; scheme results
points). This can be improved by preprocessing the datadbase surfaces of the sameisual quality as forsZ (even for the
on wider, nearly interpolating masks, which would comprseni re ection information). On the other hand the advantageess|
surface fairness, however. memory usage then almost gets lost.

Moreover, a visual comparison of the surface resulting from We proceed by discussing a real-world data example in con-
the three spline methods based on the small numbérétata nection with the visual appearance of the resulting susfaltas
points involving normal vectors and re ection lines (viimang known that when rendering terrains it is rather seldom tleafegt
C2-discontinuity) is given in gure 16. Our analysis of there ection vectors are needed, so here we visually compage th
approximation quality in correspondence with the visualijy normal vectors for thec® and C* quasi-interpolation methods,

and themaximum error
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# Sz Si S3 piecewise linear
79 10 3 33 10 3 24 10 39 55 10 3

1441 288 2:9 10 2 32 2:2 10 2 18 2:2 10 2 288 2:7 10 2
21 10 3 22 10 4 12 10 4 1:3 10 3

4 144 1152 87 10 3 128 1.9 10 3 2 25 10 8 1152 7:1 10 3
54 10 4 1.9 10 ° 43 10 © 31 10 4

16 144 2592 | o3 19 3 288 1.9 10 4 162 89 10 ° 2592 1.8 10 3
. 4 . 6 . 7 . 5

64 144 | 18432 égg 18 ., | 2048 13 ig . | 1152 ;;Z 18 o | 18432 ;Z) 18 .

TABLE |

APPROXIMATION ERRORS FOR THREE SPLINEQUASI-)INTERPOLATION METHODS THE LEFT COLUMN CONTAINS THE NUMBER OF DATA POINTS FOR
EACH ENTRY ON THE LEFT THE RESPECTIVE NUMBER OF POLYNOMIAL HECES IS GIVEN WHEREAS THE UPPER NUMBER IS THE RELATIVE ROOT MEAN
SQUARED ERROR'MS , WHILE THE LOWER NUMBER IS THE RELATIVE MAXIMUM ERRORMax .

FRAME RATES OBTAINED ON A NVIDEA GEFORCE6800GRAPHICS CARD

FOR DIFFERENT PATCH RESOLUTIONS AND FRAGMENT COUNTSIHE
UPPER ROW CORRESPONDS T880? PIXELS COVERED BY THE SPLINE

1 J%%Sl é12552 patches igsspamhes ég ggtCheS correct depth information to combine the splines with stadd
591979 | 2.36 4.2 10.72 OpenGLscenes, resulting easily in more than 30 fps. Due to the
TABLE Il fact that we can provide per pixel re ection and depth infation

it is even possible to re ect post-rendered scenes duringferced
shading pass.

] triangles | display list | frames per second
AND THE LOWER ROW TO A750° COVERAGE. 2 5122 yes 246
2 1024 yes 2.0
2 5122 no 1.4
TABLE Il

only (cf. gure 17). This gure shows a part of the Montana fFrawe RATES FOR RENDERING A DENSE TRIANGLE MESH SAMPLED
landscape (Montana State Library NRIS GIS) rendered as arrom a SURFACE COVERING AL024? IMAGE ON A GEFORCE8800.
(color coded) normal map. As one can see, the surfaces based

on SY() exposes lots of artifacts at the patch interfaces which

are signi cantly reduced for the&c® splines. An example of a

complete rendering for such data is given in gure 1, where fo I P";tc*jgs fps without 07(; fps with Og% accelerft'z%”
illustrating purposes we applied the method @f-splines. 2 242 0.66 120 18.48

Based on our experience, we prefer the approach based on 2 362 0.37 8.7 2351
SZ() when it comes to visually critical rendering tasks, e.g. TABLE IV

based on scienti ¢ data representing highly continuoudases,
since the method based @7 splines results imptically smooth
visualizationsfree of shading artifactghat can be used in the
various follow-up processes (e.g. multiple re ectionsg.et To
illustrate these issues, in gure 18 we show the renderirgylte

FRAME RATES FOR RENDERING WITH THE SAME SETTINGS AS IN
TABLE Il USING OUR METHOD AT DIFFERENT RESOLUTIONS WITH AND

WITHOUT ACCELERATED OCCLUSION CULLING

obtained from theC? spline approximating the above test func- When dropping some functionality (e.g. multiple light soes,

tion including all implemented effects namely lighting, terdal
properties, texture mapping and environment mapping.

With respect to runtime our implementation is not yet optiframe rates for rendering&ier patches and densely triangulated
mized, although we incorporated several acceleration odsth meshes sampled from the same surface using a GeForce 8800
like the occlusion culling described in section VII. In thaple-

complex material properties, etc.), the achievable fragnoeit-
put is signi cantly greater. Tables Il and IV compare tyaic

card. While for small data sets triangles perform better,ftahme

mentation under scope we use texture copying instead of moate for densely triangulated meshes drops down signilgant
sophisticated and faster methods, simply because theweremntly when reaching the limit of roughly one triangle per pixel.iSTh
no standard given. We are aware of several buffer implertiensa breakdown is also observed for rendering smaller, but time-
like P-buffer, F-buffer, MRT, etc. that could be used. Esp§c varying surfaces where display lists cannot be used. Thdtses
here we expect signi cant speedups. Nevertheless, the adethisted in table IV suggest that our occlusion culling stggte
has acceptable frame rates (see table Il) depending on fiecp described in section VIl is very effective for large datessethere
functionality (i.e. textures, depth information, lightwsoes, and otherwise a great number of of ray-surface intersectiors tba
the number of fragments covered by the spline). We found &e tested for every pixel. The accelerated method is stilusod
inverse linear dependence between frame rates and the nunibe large data sets and provides a simpler alternative to-vie
of fragments rendered, whereas the number of patches sffetgpendent optimization for triangle-based rendering.

the frame rates approximately inverse quadratic. With rélde
standard hardware (nVidia GeForce 6800) we currently aehie

X. CONCLUSION AND FUTURE WORK

betweend:2 10° and8:2 10° illuminated fragments per second We have introduced a novel GPU-based framework for high-
using thecomplete functionalityncluding four light sources and quality rendering of large-scale spline surfaces. The puktis
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based on three local approximation schemes offering éifiier
degrees of continuity and approximation orders. In conttas
other methods found in the literature our approach is theorse
using accurate ray-surface intersection on the GPU for ¢&mp
spline surfaces. The approach leads to realtime recotistnsdor
scenes of increasing size. We neither rely on any kind ofrprep
cessing nor on coherence assumptions to speed up the atiense
calculation. We emphasize that our intersection calautatiusing
a vector implementation of Newton iteration with securetstg
points are correct up to oating point precision, which bews
especially important when visualizing spline patches imrlye
horizontal directions. Hence we provide not only visualggsing
artifact free but alsonathematically correctesults.

Currently, we use prisms as VGs to ease the proof of concept,
but convex hulls can be used to achieve better performance
as already proposed and proven in [37]. Texturing, re ettio
mapping and Phong illumination are supported. Correctdept
values are stored in the-buffer such that the combination of
the patched function with standafpenGLscenes is possible.
Clipping as well as culling can be easily incorporated, nhgan
essential advantage. Another advantage over differembappes
is the ease of local de nition and control of the functionsded
to represent given data sets. Moreover, automatic leveletdild
is provided. The underlying (quasi-)interpolation methaodere
analyzed with respect to runtime, approximation accuraoy aFig. 17.  Resulting normal vectors for theé® and C! reconstructions

their ability to reproduce exact illumination properti@soviding  of Montana landscape. The close-up views show that therzmis spline
results of highest quality at moderate frame rates. develops severe artifacts at the patch interfaces (leftlichvare essentially

An interesting topic for future work is the combined Visua|_raergu:§gdbyth€1 quasi-interpolant (right). In this example 90000 data gsin
ization of several functions within a single VG, i.e. comhn '
patches of different type and size. A more general class jetcth
are parametric surfaces, in contrast to graph surfacesdsoed
here. The rendering of parametric surfaces will requiréecght
occlusion strategies, since this problem cannot be gdpe@led
in a planar domain. From a spline model point of view, it
is a goal to nd operators with high smoothness but similar
approximation properties as the operator in [45]. We culyen
investigate the construction of? operators providing better
memory performance coevally the same or even better agcurac
with respect to the visualization issues.
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